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Abstract

This report looks at a new specification language for expressing letters in a
typeface as a collection of separate components. It allows components to be
used in one or more letters in order to maintain consistency. We have further-
more developed a compiler that translates from this specification language to
the PostScript Type1 font format using our own algorithm to merge compo-
nents to a global outline for each letter. Finally, we describe an instance of
using our specification language and compiler to create a serif typeface.
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CHAPTER 1Introduction

Gutenberg’s introduction of movable type to Europe caused greater availability
of books, but the typefaces these books were typeset with was limited to the de-
signs that the vendor of the publishing machine was producing. This meant that
customers with a Linotype machine could only use typefaces by Linotype, and
likewise for all the other publishing machines. Furthermore, the typefaces were
usually as expensive as the publishing machine. This problem persisted all the way
up to modern time where the advent of computers and the PostScript programming
language caused a revolution. PostScript was designed to be platform independent,
to work with any publishing method and any program, and it contained its own
typeface specification languages: PostScript Type1 (Adobe Systems Inc., 1993) and
PostScript Type3 (Adobe Systems Inc., 1999). With PostScript, typeface designers
could reach a much wider audience, which caused typefaces to proliferate (Felici,
2003).

Apart from the PostScript typeface languages, other people have made higher-
level languages for specifying typefaces, most notably METAFONT by Knuth (1986),
but these languages have failed to catch on outside scientific circles, as they are ex-
ceedingly mathematically oriented, which isn’t practical for the typeface designers
(CST, 1996). This means that most typefaces available today are designed in graph-
ical editors, and these programs may incur a lot of repetitive work, for instance
redoing the letter I twice when constructing the H.

When we are faced with repetition every time we want to make a new Latin
typeface, it seems natural create a programming language that can automate parts
of the creation process, allowing the designer to focus on the aesthetical process
of designing only the necessary aspects of his typeface. In this report we look at
a way to specify typefaces by stitching together components. That is, instead of
specifying the entire outline of an E, we can say that it’s a stem with two left serifs
and three arms, and the compiler will automatically compute the entire outline.
While some aspects of this approach is unique to our report—as far as we know—
there have been several people before us who have looked at parameterisable fonts
and building typefaces from components.

In order to understand a large portion of this report, it is necessary with some
understanding of the typographical nomenclature, but since this report is primarily
intended for a computer science audience, we have illustrated parts of the nomen-
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2 Chapter 1 Introduction

clature in the typography field in figure 1.1 and figure 1.2, and we give a description
of the most important of the remaining terms in the glossary on page 61 and for-
ward. For further terms, Felici (2003) contains a very good glossary.

Previous work

Ruggles (1983) describes the earliest languages for working with digital typefaces.
One of the two more notable of these are Coueignoux’s Character Simulated De-
sign system, which was part of his PhD thesis, Generation of Roman Printed Fonts
(Coueignoux, 1973). In it, he looks at the Latin letters and deconstruct them
into special primitives: stems, serifs, bows, bays, etc. From his observations he
creates a grammar that specifies in exactly what ways these primitives may fit to-
gether so they form all the Latin characters and nothing but the Latin characters,
to paraphrase. This makes the system’s applicability for creating non-Latin type-
faces rather limited, as you would have to restructure the grammar to allow this.
Aside from the grammar that specifies how primitives may be combined, he also
describes the parametric relationships between aspects of a typeface. These parame-
ters were to be measured from a hand-drawn typeface and entered when the system
ran, without any support for storing these parameters. The fact that Coueignoux
succeeded in giving a grammar for the Latin characters should definitely encour-
age us in our pursuit, but we should also take heed of what Coueignoux writes in
his thesis: ‘It is true that a type designer will always feel constrained by the program.
But the gains are alluring.’ (Coueignoux, 1973, p. 124–125). So, even though it is
possible to give the grammar, a designer may still prefer to work on paper rather
than on the screen, as everytime we try provide some automation, there may be
one designer that is stunted in his work.

The other notable language that Ruggles describes is Knuth’s METAFONT, but
it was heavily restructured the year after Ruggles’ description. A more current de-
scription has been made by Knuth (1986). METAFONT is, rather than Coueignoux’s
constrained system, a freeform programming language for specifying 2D drawings
using various forms of pens (round pens, square pens, and so forth) with the abil-
ity to define your own pens as well. Apart from being able to draw, the language
contains an algebraic constraint system, so you can feed it a list of linear equations
and it will solve these. This comes in handy when describing relationships be-
tween parts of your drawings—in our case typefaces—as you get an extraordinary
degree of freedom, that is, if you understand linear equations and know how to con-
strain your system to them so you don’t overspecify or underspecify the equations.
Whether the difficulty of the system causes it, or the fact that METAFONT cannot
produce fonts in one of the most-used formats, Knuth remarks that it hasn’t gained
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the widespread use that he had hoped (CST, 1996). There are, though, people who
have used his system to great success (Billawala, 1989; Southall, 1998), but most of
typefaces designed with METAFONT seem to be specialty typefaces for non-Latin
scripts (Haralambous, 1994; Fukui, 2004).

The last system that Ruggles describes that warrants a brief note is the Ikarus
system developed by Peter Karow for URW. This system contains an interpolation
algorithm that given a light/condensed outline and a heavy/black outline it can
automatically interpolate the letter-shapes inbetween. This is very briefly described
by Karow (1998), and in a bit more detail by Ruggles. While this is a fascinating
feature to have, we will not discuss it in this report.

Shamir and Rappoport (1998) pick up the component model, or feature-based
model as it is also frequently known, in order to facilitate an easy production of
‘lively’ fonts. They augment their feature model with constraints that can fix the x-
or y-coordinate of a point, maintain distances between points on the same or differ-
ent features, and a number of other constraints. These constraints are then evalu-
ated as features are manipulated, and constraints are combined, for instance when a
serif foot is attached to a stem. Unlike the previously described works, Shamir and
Rappoport haven’t picked a declarative model, but they have developed a complete
visual design system where the type designer can work with features and add con-
straints with immediate visual feedback, because as they note: ‘The importance of
direct visual feedback in design cannot be overestimated. Designers think visually and
prefer to act directly on their design objects.’ (Shamir and Rappoport, 1998, p. 94).
As an extra touch to their system they have coupled their feature-based model with
feature extraction algorithms—that is algorithms that given a finished typeface can
automatically recognise features and decode them into the source program’s fea-
tures so they can be manipulated just like features that had been designed by the
typeface designer. Their system also has the great benefit that it can speed up devel-
opment of not only Latin typefaces, but also typefaces for ideographic languages
such as Chinese and Japanese. The design system basically works for any alphabet
where the letters share common features—there isn’t any detail on the extent to
which the feature extraction system works with non-Latin features, though. Con-
sidering we are only going to work with designing new typefaces in this report, we
will not touch any further on feature extraction.

Based on some of the concepts of METAFONT, Schneider (1998) presents what
he calls an object-oriented model for working with component-based typefaces.
Like Knuth, he uses a penstroke model where a pen is traced along a path with
different widths at different points, to simulate the changing pressure of the pen.
Schneider’s pen-model is, however, limited to only the penrazor pen from META-
FONT. Apart from a parametric system that somewhat resembles those we have
already seen—that is with variables and constraints—Schneider introduces a system
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concat( , , ) =

Figure 1.3: Concatenating penstrokes

ch( , comp( , , ))

Figure 1.4: Compositing Kanji

for concatenating strokes. This system transforms the strokes so they fit together,
given the constraints of the strokes, to form a concatenated stroke. We have il-
lustrated this in figure 1.3 as a reproduction of one of Schneider’s figures. This is
meant to provide the typeface designer with concepts that more closely mimicks
those he would have worked with when drawing letters in the hand.

While Latin typefaces may seem time-consuming to produce, it is nothing com-
pared to the ideographic alphabets in East Asia. Therefore, there has been a large
amount of work on trying to automate creating ideographic shapes based on the
description of a few strokes. While this report is focused on Latin typefaces, it
seems prudent to take a brief look at some of this work. Dürst (1993) describes a
model, the box-bar model, for creating Kanji typefaces where the number of letters
you need to produce lies around 21,000, a good deal more than we find in Latin
typefaces. Their composition model is, from an overview, vaguely familiar to what
we have seen Schneider do, but the details of their implementation differs greatly.
A typical description of a character in their box layer is shown in figure 1.4. The
character description is performed in Prolog and it means that the character on the
left is defined as the composition of the left operand with the right operand where
the corner mark signifies that the left character sits around the right character to
the right and top, causing the box to be ‘squashed’ inside the left character. The bar
layer of their model describes at what points various strokes intersect each other.
Finally, they combine characters in these two layers and solve all the constraints
using a specially tailored constraint solver. They also illustrate the functionality of
their algorithm on the majuscules in the Latin alphabet, but as they write: ‘Please
note that figures 3 and 4 [depiction of Kanji and Latin characters respectively, ed.] do
not claim any aesthetic quality’ (Dürst, 1993, p. 141). Thus, the product isn’t at a
quality where a designer would work with it.

The last article we will look at here is by Hu and Hersch (2001), who describe a
parameterisable, shape component approach to typefaces. They, like Coueignoux,
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focus on a complete parameterisation of Latin serif typefaces, but they leave their
language more open-ended, allowing it to be used with non-Latin or sans-serif type-
faces as well. Their format allows the user to modify or create a typeface using
a long range of global, group and local parameters, where the global parameters
might be stem widths, group parameters might be how sweeps connect to the main
stem in the letters b, d, q, etc., and local parameters might be the angle of a spur in
the letter b, as well as the most important aspect of their paper, the components. A
letter b may be described in their format as being composed of a stem, a half-loop,
a spur at the top of the stem, a spur at the bottom of the stem, and two connecting
sweeps that connect the half-loop to the stem. These components are in turn con-
strained or defined by the given parameters, and thus, using the same component
in multiple places will allow changes to it to cascade to all those places. This makes
for a very versatile description of letters that allows the designer to keep minute
control over the appearance of the typeface. This is of great use when generat-
ing complete typeface families, which is Hu and Hersch’s primary concern, since
maintaining consistency between several disparately designed typefaces is a very
arduous and time-consuming process. They have succeeded in describing Times
Roman, Helvetica and Bodoni using their shape component model and by varying
the parametric descriptions of these, they have been able to create a range of derived
typefaces, which maintain the overall feel of the original typeface.

Common to each and every one of the systems that we have reviewed here is
that they invent their own font format. This means that while the systems can seem
very alluring, each on their own, they have the great lack that they cannot produce
fonts that reaches a wide audience like TrueType, PostScript Type1 and OpenType
do.

Structure of the report

In the next chapter we look at different ways to construct the typeface specification
language, while arguing for the approach we take in this report. This will be done
on the basis of being usable by a typeface designer, rather than a computer scientist
pretending to be an artist, like Knuth’s METAFONT requires.1 In chapter 3, we
describe our compiler and the algorithms we have developed in order to translate
components into strict outlines, and in chapter 4 we describe how we construct a
transitional typeface containing the Latin majuscules and minuscules to the degree
that it is supported by our compiler. Finally, we conclude in chapter 5 on whether
the language and compiler is viable for designing typefaces, and we will describe

1We will, unfortunately, due to time constraints, be using the convincing subject of a computer
scientist to gauge the easiness of the language.
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aspects that, given the time, would be beneficial to add to our language, as well as
ways to change the language to make it easier to use.



CHAPTER 2Specifying
typefaces

In this chapter we look at different ways to structure a language for specifying
typefaces. We will hold the different suggestions up against two criteria: does it
complicate the implementation needlessly, and does it allow the artist to focus on design
rather than construction. We will divide this chapter into two parts: the design-
related part that deals with what features are required for designing letters, and the
structure of the language that deals with how the design features are expressed in
the language. In order not to divide the design and structure artificially, some of the
design aspects will also discuss the structure inasmuch as it pertains to that design
feature, whereas the overall language structure will be discussed in the second part
of the chapter.

Design features
Specifying letters can be done in a plethora of ways, as we have seen in the last chap-
ter, and figuring out which of these approaches are to be favoured when creating a
new language is a near impossible task, but we will nevertheless have to make some
choices in order to reach a working language. For each of the approaches we go
over, we will give an abstract grammar for how it could be implemented, and then
we will finalise the grammar in the last part of the chapter, where we settle on the
overall structure of the language. Furthermore, for most features we will describe
what works and doesn’t work for others in the field.

Drawing by pen

A lot of modern lettering comes from calligaphy (Felici, 2003, pp. 32–33), which
has a sense of simplicity to it. You merely apply pressure on the pen while writing
and, with some training, a beautiful letter appears. Depending on the pressure
applied, the shape of the pen, and the direction of the stroke, lines will be rendered
thin or thick. This simplicity has been sought captured by the pen concept in
METAFONT (Knuth, 1986) and by Schneider (1998). Using this system, it becomes

9



10 Chapter 2 Specifying typefaces

pickup penrazor rotated 25;
penpos0(10pt, 10);
penpos1(10pt, 10);
penpos2(5pt, −90);
penpos3(9pt, −180);
penpos4(5pt, −270);

z0 = (0,0);
z1 = (0,100);
z2 = (x1r−5,y1−4pt);
z3 = (45,.5[ y1/2,y 1]);
z4 = (x1r−5,y1/2+2);

penstroke z0e−−z1e;
penstroke z2e{dir 20}..{ down}z3e{down} .. {left}z4e;

(a) Code

(b) Compiled result

Figure 2.1: METAFONT pen-traced P

very easy to imitate calligraphic letters. Figure 2.1 illustrates the code and its result
of a pseudo-calligraphic P written in METAFONT.

However, while stroking pen paths seems fairly easy to do, there are some paths
that are difficult to construct when we just do linear interpolation between the pen
positions, which Hu and Hersch (2001) illustrate in their figure 10. While it is,
of course, possible to rectify this, as they do, we will keep to the more normal
approach of specifying the typeface using outlines (Billawala, 1989).
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(a) Strict outline (b) Non-strict outline

Figure 2.2: Strict and non-strict outlines

Drawing by outline

This approach is fairly common, since all the major font formats use outlines
(Adobe Systems Inc., 1993; Microsoft, 1995; Adobe Systems Inc. and Microsoft
Corp.). This leaves us with a choice of whether we want to enforce strict outlines
in our language, like the font formats do, or not. That is, the difference between
specifying the letter Q as in figure 2.2(a) or figure 2.2(b).

Since one of our primary goals is to make it easier to create typefaces, it doesn’t
seem terribly tenable to require the construction of strict outlines, since that would
imply copious amounts of repeated work, just like there is today. This is apparent
in the case of the Q, which is an O with a tail. In the strict outline model you
would have to redo most of the O twice, once for the Q and once for the O itself.
There are many other places where these things are duplicated, for instance in l and
k, who share the left stem and serifs. There is, therefore, little choice other than
choose to have non-strict outlines, since this allows the designer to reuse these,
and other, components, and we will leave it up to the compiler to create a strict
outline. We will get back to the use of overlapping outlines in components later in
the chapter.

Specifying outlines

Now that we have chosen to use outlines to specify our letters, let us focus on
how to actually specify them in our language. Seemingly, most people who have
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−− straight line
−−− tense line
.. free curve
... bounded curve

& splice

Table 2.1: METAFONT path operands

(x1, y1) .. controls (c1x
, c1y
) and (c2x

, c2y
) .. (x2, y2) Bézier control points

(x1, y1) .. tension n .. (x2, y2) tension
{d}(x1, y1) in-going tangent or curl
(x1, y1){d} out-going tangent or curl

Table 2.2: Control points and tangents, tension and curl

gone down the road of making parameterised typefaces has made their way through
METAFONT, considering they all cite Knuth’s book on it (except the ones that
predate it, of course). While METAFONT hasn’t achieved the widespread use that
Knuth had hoped for, and probably never will, it is still worthwhile to look at its
path concepts to see whether we may be able to use some parts of it, while keeping
it more manageable for a typeface designer to use.

METAFONT has the five different path operands that are listed in table 2.1
(Knuth, 1986, p. 127). Furthermore, it is possible to specify Bézier curves’ control
points directly as part of the path specification, as well as change in- and out-going
tangents. Finally you can also modify the ‘curl’ and ‘tension’ of a path. These
constructs are listed in table 2.2. We illustrate some of these path constructs using
the silly path, as Knuth calls it, in figure 2.3. It is, however, very hard to men-
tally visualise what all the different path constructs result in when they are used,
at least without a lot of training in the use of METAFONT, so it will most likely be
beneficial to limit the amount of available constructs.

Before we start this culling process, we will also look at how the popular font
formats specify paths, in particular how PostScript Type1 specifies them. We see a
typical letter defined in figure 2.4. Type1 uses a relative path specification, which is
very efficient to work with in an implementation, but it leaves the designer rather
oblivious of any ‘landmarks’ one might have divined from the actual points. Also,
the postfix notation makes it very hard to quickly reason about what goes where,
as we aren’t exposed to this notation in our daily lives. So, while Type1 may be a
good format to encode in, it doesn’t seem to be very user-friendly to work in.

There may be other languages incorporating different concepts for specifying
paths, but since METAFONT specifies coordinates in a fashion that is familiar to
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pickup pencircle scaled 3;
z0 = (0,100); z1 = (50,0); z2 = (180,0);
for n = 3 upto 9: z[n] = z[n−3] + (200,0); endfor
draw z0 .. z1 −−− z2 ... {up}z3

& z3 .. z4 −− z5 ... {up}z6
& z6 ... z7 −−− z8 .. {up}z9;

(a) Code

(b) Illustration

Figure 2.3: Knuth’s ‘silly’ illustration

278 −1 rmoveto
4 1 4 4 hvcurveto
0 7 −2 7 −2 1 rrcurveto
−65 3 −3 11 0 41 rrcurveto
0 447 8 196 0 23 rrcurveto
4 −6 5 −10 vhcurveto
−8 0 −85 −16 −85 0 rrcurveto
−5 −1 −6 −6 hvcurveto
−9 3 −10 4 vhcurveto
61 −1 12 −9 0 −39 rrcurveto
0 −69 2 −383 0 −133 rrcurveto
0 −37 −5 −8 −64 −5 rrcurveto
−2 −2 −5 −6 hvcurveto
−6 2 −5 2 vhcurveto
28 0 45 3 51 0 rrcurveto
48 0 32 −3 42 0 rrcurveto
closepath
endchar

Figure 2.4: Type1 code for John Baskerville Medium letter l
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what people see in grade school and high school mathematics, it should be easier
for users to learn without copious amounts of extra training. This leaves us with
having to figure out what aspects of METAFONT’s path functionality we wish to
incorporate, and whether we wish to extend it with further concepts of our own
design.

To keep the path specification simple and intuitive, we will only introduce the
straight line from the primitive path operators, and to gain some versatility, we
will also include the full Bézier curve specification. Since it is an often occurring
primitive in a lot of typefaces, we will also include a rectangle primitive. The rect-
angle will be constructed by specifying the two opposite points of the rectangle—
typically the bottom left andtop right—and subsequently decmose it into four line
segments. An alternative to specifying the rectangle by its corner points could be
to specify one corner point and the width and height of the rectangle, and by us-
ing these, compute the other corner. There is no absolute measure for which is
‘better’, so we will keep to the two-coordinate version, as it gives a clearer view di-
rectly in the code of what points are involved, whereas with width and height you
would have to manually calculate this. We could arguably also include primitives
for approximation of circles (considering Bézier splines can only approximate a cir-
cle), ellipses, or other geometric primitives, but for illustration purposes and the
construction of a simple typeface they aren’t really necessary as one can manually
create these decompositions of primitives. We will, for the same reason, also leave
out the cycle operator and require the designer to specify the starting point again.
However, for a production system, all of these primitives would most likely be a
welcome addition to the designer. This means that the path primitives we wish to
support will be as indicated in the grammar productions below.

〈pathexpr〉 ::= 〈coord〉 −− 〈pathexpr〉
| 〈coord〉 −− 〈coord〉
| 〈coord〉 .. 〈coord〉 and 〈coord〉 .. 〈pathexpr〉
| 〈coord〉 .. 〈coord〉 and 〈coord〉 .. 〈coord〉

〈expr〉 ::= 〈pathexpr〉
| 〈coord〉 rectangle 〈coord〉
| . . .

Grammar 1: Path specification
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Transformations

In most software applications concerned with vector-based drawing, there is sup-
port for a number of transformations, including translation, rotation, and scaling.
Several typeface-related languages and applications feature these as well, including
METAFONT (Knuth, 1986, p. 141) and FontForge’s scripting language (Fon, 2006).
The question is, of course, whether these are strictly necessary for the typeface
designer to produce his typeface.

If we start with scaling, then, looking at figure 2.5, we see that the small o
and the scaled O in Adobe Garamond Pro, doesn’t have coinciding outlines, so the
small o isn’t merely a scaled version of the O. This is also the case for the other let-
ters with strong likeness between the upper- and lowercase versions, in particular x
and z. Given the other Latin serif typefaces that were available to us while working
on this paper, we did not find any to have coinciding outlines given a scaled version
of any of the letter pairs. However, looking at the Hiragana letter small A and
Hiragana letter A,1 as seen in figure 2.6, in the FreeSerif typeface,2 we see that they
are almost perfect scales, apart from a small variation, which is probably an acci-
dent rather than done on purpose. So, to accomodate normal design of latin serif
typefaces, it will not be necessary to include a scaling transformation. It seems silly,
though, not to include it, as it is very easy to add to the language, and since we will
otherwise restrict the language from being used easily beyond its initial purpose.

Rotation and translation are suddenly a lot more useful in latin serif typefaces,
as we can see in figure 2.7, where the arc in the u is almost the same as the arc
in the n, again with a smaller variation. This variation is typically that the bowl is
deeper at the left and higher at the right (Cheng, 2005, p. 86). Perhaps a better place
where rotation can be used is the serifs on the I, where the top serifs are typically
identical to the bottom serifs. Finally, translation is typically used in the letter H
where the right stem is identical to the left stem, so it seems prudent to include
both transformations.

A last transformation that is commonly used, albeit not as frequently as those
already mentioned, is the slant (or skew) transformation. Using this transforma-
tion, it is possible to move some points while keeping others static. This could
potentially make it possible to create a diagonal stem from a vertical stem, or equiv-
alent. However, in order not to complicate the implementation further than just
being a prototype for design applicability, we will omit this, and any other transfor-
mation, and hope this doesn’t turn out to be a bad idea. This leaves us with figuring

1Hiragana is one of the four Japanese writing systems along with Rōmaji (the Latin alphabet),
Katakana, and Kanji.

2FreeSerif is available from http://download.savannah.gnu.org/releases/

freefont/

http://download.savannah.gnu.org/releases/freefont/
http://download.savannah.gnu.org/releases/freefont/
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Figure 2.5: Outlines for o (grey) and scaled O

out how to express the scaling, rotation and translation, and how many forms of
these that we will need. We can either adopt FontForge’s destructive update meth-
ods3, as illustrated in listing 2.1, which is closer to the imperative model of C, or we
can adopt the more functionally orientated approach that Knuth favours in META-
FONT, which is illustrated in listing 2.2. The FontForge approach is probably more
favoured by most programmers and METAFONT’s by mathematicians. Making ei-
ther palatable for non-programmers is probably near impossible, so we will opt to
create a version that is closer to how we think of the transformations when applied
to typefaces, that is, closer to the verbal description, e.g. ‘I want to rotate the arc by
180 degrees and connect it to the stem near the baseline’. This gives us the grammar
below.

3FontForge’s scripting language is primarily concerned with making modifications to existing
typefaces rather than to construct typefaces
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Figure 2.6: Hiragana letter small A (grey) and Hiragana letter A

〈expr〉 ::= scale 〈exprlist〉 by 〈coord〉
| rotate 〈exprlist〉 by 〈scalar〉
| rotate 〈exprlist〉 by 〈identifier〉
| rotate 〈exprlist〉 around 〈coord〉 by 〈scalar〉
| rotate 〈exprlist〉 around 〈coord〉 by 〈identifier〉
| move 〈exprlist〉 by 〈coord〉
| move 〈exprlist〉 to 〈coord〉
| . . .

Grammar 2: Transformations

This should provide the typeface designer with a succint way to descripe parts
of a character, like: move rotate n−arc; by 180; to (u−stem,baseline+5);, which hon-
ours the verbal description above, if the move target actually connects the rotated
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Figure 2.7: Outlines for rotated n (grey) and plain u

// font code
Rotate (30, 20, 30); // rotate 30 degrees around (20,30)
Move(10, −5); // move along the vector (10,−5)

Listing 2.1: FontForge rotate and translate methods

(x,y) rotated 90; % (−y,x )
(x,y) shifted (4,8); % (x+4,y+8)
(x,y) scaled 4; % (4x,4y )
(x,y) xscaled 2 yscaled 4; % (2x,4y )

Listing 2.2: METAFONT rotate and translate methods

arc to the stem. For ease of implementation a move-to command will base the di-
rectional vector to translate along on the first coordinate of the path—that is the
starting point of the first segment of the path. The remainder of the transforma-
tions are constructed in the apparent manner: scale is applied to all expressions,
rotate is applied to all expressions and is computed as a rotation around (0,0), un-
less otherwise specified, and move-by is also applied to all expressions.
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Coordinates

While we have already briefly looked at how we are likely to specify coordinates,
given our inclination for METAFONT’s approach in specifying paths, it is still useful
to be precise. In METAFONT, we are able to express coordinates as non-integers, for
instance, (2.342,3.142). This, of course, gives a very fine precision to work with.

Sampling through the font code for some of the professional fonts that we have
available, we see that out of 30 fonts, they all use integer coordinates. While it might
require slight deviations from a design, it is our opinion that we will be working
in a scale where letters have no problems being expressed in integer coordinates
rather than in fixed/floating-point coordinates. It should be noted that this integer
quality is maintained only at input. During processing the numbers are stored at
much greater precision. Thus, our grammar for coordinates will be:

〈coord〉 ::= ( 〈scalar〉 , 〈scalar〉 )

Grammar 3: Coordinates

Parameterisation and constraints

Parameterisation, allowing a specification of a curve to use one or more variables
that may assume different values, is something that has been used frequently by
people working with languages as a means for generally specifying a typeface so you
can generate all the typeface’s variants merely by changing the parameter values.

A typical relation in METAFONT is illustrated in listing 2.3. It contains many
more features for describing relationships, but it is our opinion that if we present
non-programmers with too many choices of abstraction, they will grow frustrated
with the software and abandon it, or never take up using it, which is exactly what
has happened to METAFONT.

We have therefore chosen to limit parameterisation to global variables. This
can simplify the remainder of the typeface specification so there are no extra calcu-
lations inside the specification of each letter. If we couple this with sensible naming
of our global variables, the letter specifications should be understandable merely
from reading them. However, by only allowing computations in the global vari-
ables we risk that we have to introduce extra variables in order to achieve the same
thing that could be done in METAFONT with fixed-point numbers, but we are will-
ing to accept this. We will also omit the division operator in an effort to only use
integer values. Once we have worked out an entire typeface in chapter 4, we will
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stem_right − stem_left = .37(letter_right − letter_left);
serif_height = .05(letter_top − baseline);

letter_top = baseline + stem_height;

stem_left = letter_left + serif_width;
stem_right = letter_right − serif_width;

Listing 2.3: Use of equations in METAFONT

baseline = 0
half_stem_width = 5
stem_width = 2 half_stem_width
stem_height = 100
stem_left = 10
stem_right = stem_left + stem_width
stem_bottom = baseline
stem_top = stem_bottom + stem_height

(stem_left, stem_bottom) rectangle (stem_right, stem_top)

Listing 2.4: Example of sans-serif I

comment on whether these were the right choices, in the conclusion. The grammar
for our parameterisation and constraint features are as follows.

〈coord〉 ::= ( 〈numexpr〉 , 〈numexpr〉 )
〈numexpr〉 ::= 〈scalar〉

| 〈identifier〉
〈variable〉 ::= 〈identifier〉 = 〈constant〉
〈constant〉 ::= 〈scalar〉

| 〈identifier〉
| 〈constant〉 + 〈constant〉
| 〈constant〉 − 〈constant〉
| 〈scalar〉 〈constant〉

Grammar 4: Coordinates with parameterisation

A simple example, so far, for constructing a sans-serif ‘I’ could be as illustrated
in listing 2.4.
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Figure 2.8: METAFONT’s unfill operator

Cut-lines and constructive solid geometry

We have already discussed the benefit of being able to overlay outlines when defin-
ing some letters, as we illustrated in figure 2.2(b) on page 11. This can be seen as
a form of additive construction by parts, so it could be interesting to see whether
there might be a use for the converse, that is subtractive construction, where we re-
move parts. There is a long-standing tradition for this in ‘regular’ graphics, where
constructive solid geometry (CSG) can be used to form the union, difference or
intersection of graphical primitives (Foley et al., 1997). The union operator cor-
responds to our additive construction, and the difference would correspond to a
potential subtractive construction.

Removing parts isn’t anything new to typeface design either, since METAFONT

already incorporates an unfill concept (Knuth, 1986, chapter 4), as illustrated in
listing 2.5. The result of the METAFONT program can be seen in figure 2.8. META-
FONT has it easy in this context, though, since its filling and unfilling is based on
a rasterisation to a certain resolution. That is, filling is accomplished by turning
pixels on and unfilling by turning pixels off. There is, thus, no need to construct
an inner curve and make sure that it winds the other way than the outer paths. This
alteration of winding is what PostScript Type1 and others use to ensure that some
shapes are left unfilled when they are rasterised.

fill fullcircle scaled 50pt;
unfill fullcircle yscaled 45pt xscaled 35pt rotated 8;

Listing 2.5: METAFONT’s unfill operator

Another approach is the one taken by Hu and Hersch (2001), where they use
cut-lines to cut contours into two separate contours and discard one of them. Based
on the orientation of the contour’s edges and the cut-line’s orientation, it decides
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l2l1

(a) v with cut-lines (b) v after cutting

Figure 2.9: Using cut-lines to construct a v

which one to keep. The use of cut-lines is illustrated in figure 2.9,4 where we cut
the left diagonal to l2 and the right diagonal to l1. While you can argue on the
beauty of the generated V, figure 2.9(b), the simplicity of connecting the diagonals
and cutting away the ‘outside parts’ is alluring.

Despite the possibilities and advantages cut-lines pose, we have decided not to
include them in our language due to time constraints.

Composition

This leaves us with the last and most interesting design feature, components, or
feature-based design. It is already clear from figure 2.2(b) on page 11 that we need
components in one form or the other.

If we look at two of the more prominent articles that we reviewed in chapter 1,
which incorporate components as part of a language, we find that Schneider (1998)
and Hu and Hersch (2001) pretty much use components in an identical fashion,
despite the many differences in their approaches. We have already seen the basic
premise of how Schneider’s components work in figure 1.3 on page 6, and Hu and
Hersch’s approach is even more straightforward, as it’s just a list of the compo-
nents used in the letter. This is loosely illustrated in listing 2.6. Also Dürst has an
approach that resembles Schneider’s for specifying Kanji ideographs as a composi-
tion of other ideographs, as we have seen in figure 1.4 on page 6.

4This is a sans-serif version of figure 20(a) in Hu and Hersch’s paper (Hu and Hersch, 2001).
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Letter B:
Components:

c0 : stem, c1 : half−loop covering quadrants IV, I
c2 : slant serif, c3: spur (slant serif)
c4, c5 : connecting sweeps

Listing 2.6: Pseudo-notation for Hu and Hersch’s letter specification with shape
components

Figure 2.10: METAFONT I using ‘components’

def Stem = (0,0) −− (10,0) −− (10,100) −− (0,100) −− cycle enddef;
def RB_Serif = (10,10) {down} .. {right} (20,5) −− (20,0) −− (10,0) −− cycle enddef;
def LB_Serif = (0,10) {down} .. {left} (−10,5) −− (−10,0) −− (0,0) −− cycle enddef;
def RT_Serif = (10,90) {up} .. {right} (20,95) −− (20,100) −− (10,100) −− cycle enddef;
def LT_Serif = (0,90) {up} .. {left} (−10,95) −− (−10,100) −− (0,100) −− cycle enddef;

fill Stem;
fill RB_Serif;
fill LB_Serif;
fill RT_Serif;
fill LT_Serif;

Listing 2.7: METAFONT I using ‘components’

Even though METAFONT doesn’t use components per se, it is still possible to
construct your letters using ‘components’ easily, as METAFONT is a bitmap format
in its final form. A possible way to use components in METAFONT is to use its
functions to construct the paths. We have illustrated a simple outline I in figure 2.10
and the code to generate it is in listing 2.7

Given that everyone pretty much agree unequivocally on how to use compo-
nents, there is very little to choose between, so we will also be adopting a function-
like approach for using components. This gives us the following grammar for
components—we will call these for glyphs—and letters. The identifier for expres-
sions indicate that a letter or a glyph can use another letter or glyph, much like the
METAFONT letter we have just shown can use the glyph definitions. We allow the
identifier to be the name of either a glyph or a letter.
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〈component〉 ::= glyph 〈identifier〉 : 〈exprlist〉 end
〈letter〉 ::= letter 〈identifier〉 : 〈exprlist〉 end
〈expr〉 ::= 〈identifier〉

| . . .

Grammar 5: Components

Allowing this kind of freedom for using letters and glyphs as part of other
letters and glyphs is useful for the designer, as it is, for instance, necessary to use
two copies of an I when making an H (one for each stem). As a limitation for
making the compilation easier, we will require all glyphs and letters to consist only
of closed paths.

Language structure
Now that we have detailed the features of the language and their abstract grammars,
it is time to look at the overall language structure.

One absolute criteria for the language will be that we must be able to extend
or alter a typeface written in the language already in some way, so we can create a
new typeface with changed parameters, or add serifs to a sans-serif typeface. The
latter isn’t commonly done as there’s usually a great deal of variance between a
sans-serif typeface and its serif counterpart as illustrated in the differences between
their construction by Cheng (2005).

XML
XML is one of the buzzwords du jour, so naturally it wouldn’t bode well if we
didn’t consider this format for our language, as a lot of standard tools exist for
parsing and processing it. Encoding an entire typeface in XML could be done as in
listing 2.8, but while this seems fairly innocuous to a programmer, most designers
would balk at having to write something like this, plus it gets rather tedious to write
all the extra brackets that aren’t strictly necessary. Thus, while XML would make
it exceptionally easy to write a compiler, it fails rather abysmally for a userfriendly
language. In other words, XML is for data-processing by machine, not for humans
to write—most of the time, at least.

An ode to METAFONT

We have written a lot about what METAFONT does and doesn’t do up until now,
since it is one of the most well-documented and available systems, but even Knuth
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<typeface name="MyFont" based−on="SansSerif">
<variables>
<variable name="caps−height" value="300" />
<variable name="stem−width" value="40" />
</variables>

<glyphs>
<glyph name="stem">
<rectangle from="0,0"

to="stem−width,caps−height" />
</glyph>
</glyph>

<letters>
<letter name="I">
<use name="stem" />
</letter>
</letters>
</typeface>

Listing 2.8: XML typeface

admits that it’s hard to use (CST, 1996), and others concur (Ruggles, 1983; Shamir
and Rappoport, 1998).

While this isn’t exactly forthcoming for ease-of-use, it might still prove fruitful
to investigate how we can build onto or simplify aspects of METAFONT. We have
already seen how we can use METAFONT to simulate componentised construction
of letters in listing 2.7 on page 23 in a limited fashion. If we were to parameterise
the construction of letters even further, we could do it like in listing 2.9.

This is where we truly see the programming legacy of METAFONT, so while it
would be easy now to just alter the width of the stem and get a condensed or black
I, it doesn’t seem tenable to ask a typeface designer to do all this on his own.

METAFONT also contains the ability to import other files, much like the \input
functionality of TEX, or the #include functionality of C. We could use this to re-
structure our I fragment to construct three different variants of it, without chang-
ing too much code. We show the code for the condensed version in listing 2.10, the
other variants are constructed in exactly the same manner. The result of the three
different variants can be seen in figure 2.11.

So, while METAFONT is definitely too hard for the typical typeface designer to
grasp, the functionality of parametrically generating variants easily is a great boon
to rapid construction of typefaces, so we should probably not ignore it entirely, but
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def Stem(expr stem_left, baseline, width, height) =
(stem_left,baseline) −−
(stem_left + width,baseline) −−
(stem_left + width, baseline + height) −−
(stem_left, baseline + height) −−
cycle

enddef;

def BR_Serif(expr l, baseline, full_height, height, width) =
(l, baseline) −−
(l + width, baseline) −−
(l + width, baseline + height) {left} ..
{up} (l, baseline + full_height) −−
cycle;

enddef;

stem_left = 70;
baseline = 0;
width = 50;
height = 8 width;

serif_width = .8 width;
serif_height = .05 height;
serif_full_height = 1.8 serif_height;

fill Stem(stem_left, baseline, width, height);
fill BR_Serif(stem_left + width, baseline, serif_full_height,

serif_height, serif_width);

Listing 2.9: METAFONT I fragment by components

input varspre.mp;

stem_left = 70;
baseline = 0;
width = 40;

input varspost.mp;

Listing 2.10: METAFONT I fragment variations
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(a) Condensed (b) Regular (c) Heavy

Figure 2.11: METAFONT I fragment variations

think of a different way to approach these functions, inclusions and redefinitions.

Object-orientation

Large parts of the software world moved from procedural programming languages
to object-oriented languages in the ’80s, and we may able be to do so with typeface
specification languages. Schneider (1998) has already constructed an object-oriented
inspired construct for specifying and changing his typefaces, which, as far as we can
discern from the paper, is fairly much equivalent to the example we gave in the last
section—the only difference being that Schneider uses a stroke-based approach and
we used an outline-based approach.

There are two concepts that carry over from the software object-oriented world:
overloading and inheritance, which we can use to either replace or extend letters,
and to base a typeface on another typeface, respectively. We can express this using
the following grammar:
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typeface SansSerif:
params:

width = 50;
height = 600;

end

glyph Stem:
(0,0) rectangle (width, height);

end

letter I:
Stem;

end
end

Listing 2.11: Sans-serif typeface

〈typeface〉 ::= typeface 〈identifier〉 [based on 〈identifier〉] :
params:
〈variablelist〉

end
〈letter-or-component-list〉

end
〈letter-or-component-list〉 ::= 〈letter-or-component〉

| 〈letter-or-component〉 〈letter-or-component-list〉
〈letter-or-component〉 ::= 〈letter〉

| 〈component〉
〈letter〉 ::= letter 〈identifier〉 : 〈exprlist〉 end

| add to letter 〈identifier〉 : 〈exprlist〉 end

Grammar 6: Typeface

We have opted not to change components so you can add to them when deriv-
ing from an existing typeface, as parts will usually either change completely or not
at all, but some letters might use a different component instead, or an additional
component. This could be if we, for instance, constructed a serif typeface from a
sans-serif typeface, even though it doesn’t seem to be done in practice according to
Cheng (2005). The sans-serif typeface is illustrated in listing 2.11, the serif typeface
in listing 2.12, and the result of running the programs (generating the typefaces)
can be seen in figure 2.12.
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typeface Serif based on SansSerif:
params:

serif_width = width;
serif_height = 10;
serif_right = width + serif_width;

end

glyph BR_Serif:
(width,0) −−
(serif_right,0) −−
(serif_right,serif_height) −−
(width,serif_height) −−
(width,0);

end

add to letter I:
BR_Serif;

end
end

Listing 2.12: Serif typeface

(a) Sans-serif I (b) Slab-serif I fragment

Figure 2.12: Result of sans-serif and serif typefaces
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Altogether the object-oriented approach should be fairly easy to understand as
we are already somewhat exposed to it in our daily life with classification of things
into categories, at least with the complexity of our approach. There are aspects of
OOP that are hard for most people to grasp. Whether the language in its entire
form is easy to use or not, we will see during chapter 4 and chapter 5. For easy
reference we present a complete copy of the language’s abstract grammar in the
appendix on page 65.



CHAPTER 3Compiling
typefaces

Now that we have seen how the field has progressed up until now and we have
decided on the features and structure of our language, it is time to look at how we
may turn typefaces expressed in our language into some kind of font format that
can actually be used by applications out there.

In the first part of the chapter, we will decide on a target language for our
compiler, and in the second part we will give a brief outline of how the compiler
works and go over the details, limitations and short-comings of the compiler.

The target language

There are three major font formats that are being used today: TrueType (Microsoft,
1995), OpenType (Adobe Systems Inc.and Microsoft Corp.) and PostScript Type1
(Adobe Systems Inc., 1993). PostScript Type1 was the first of these to be put to use.
It is developed by Adobe and was used together with the PostScript programming
language. Later, TrueType was developed by Apple to compete with Type1 and
Microsoft licensed the TrueType technology and included it in Windows, giving
it a very broad user-base. Apple later started to work on a format with advanced
typographical capabilities called GX Typography, which Microsoft tried to license,
but Apple declined to license it to them. Therefore, Microsoft started working on
TrueType Open as their own advanced typographical format, and they were later
joined by Adobe who extended the format with several capabilities and they settled
on the name OpenType. Adobe is now pushing for OpenType to become the next
big format.

While OpenType is by all reasonable expectations the ‘next big format’, we will
prefer to use PostScript Type1 over both it and TrueType, since Type1 actually has a
version that is specified in an ASCII format, whereas TrueType and OpenType only
exist in binary formats. This vastly simplifies the encoding process, and automated
tools exist to translate Type1 ASCII files to encoded Type1 ASCII files (.pfa) or
Type1 binary files (.pfb), where the latter is primarily what is used by applications.

31
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The automated tool is contained in Eddie Kohler’s t1utils package.1

Before we move on to the compiler, let us take a look at the target language
and the code we actually need to generate. Type1 is based on the PostScript pro-
gramming language and we have already seen the code for specifying outlines in
figure 2.4 on page 13, but that doesn’t give a full picture of what the format actu-
ally is like. A more-or-less minimum font program is shown in listing 3.1. There
aren’t really any interesting details to this format, as it should be fairly obvious
what is happening, and the precise function of all the commands can be looked up
in either Adobe Systems Inc. (1993) or Adobe Systems Inc. (1999). Apart from the
font name we will leave the entire preamble and postscript (pun intended) alone
and merely fill in Type1 code for each of the letters specified in the typeface we are
compiling.

The compiler
The compiler is written in C# and the lexer and parser is generated using Malcolm
Crowe’s lexer and parser generator tools.2 The compiler is implemented as a num-
ber of visitor patterns traversing different structures. This makes it very easy to
add, alter or replace a specific step without changing any other code (Gamma et al.,
1995, p. 331ff). The different steps the compiler passes through are these:

Parser: Constructs an abstract syntax tree that mimics the structure of the input
format.

TypefaceVisitor: Transforms the abstract syntax tree to a format where it is easy
to look up glyphs and letters. It also evaluates all the parameters.

PathValidatorVisitor: Verifies that all transformations and paths use existing pa-
rameters.

ProcessTypefaceVisitor: Processes each letter and makes sure that it consist only
of closed paths, find paths that are completely contained in other paths and
make them inner paths, and finally merges any overlapping paths, making
the strict outlines (Adobe Systems Inc., 1993, p. 28).

Type1ProducerVisitor: Generates PostScript Type1 font program code from the
results of the ProcessTypefaceVisitor. Also ensures that all paths have proper
winding order (Adobe Systems Inc., 1993, p. 27–28).

1T1utils is available from http://www.lcdf.org/type/.
2Malcolm Crowe’s compiler tools can be downloaded for free from http://cis.paisley.

ac.uk/crow-ci0/.

http://www.lcdf.org/type/
http://cis.paisley.ac.uk/crow-ci0/
http://cis.paisley.ac.uk/crow-ci0/
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%!PS−AdobeFont−1.0: MySansSerif 1.0
12 dict begin
/FontName /MySansSerif def
/FontBBox [−100 −100 1400 1000] readonly def
/PaintType 0 def
/FontType 1 def
/FontMatrix [0.001 0 0 0.001 0 0] readonly def
/Encoding StandardEncoding def
currentdict end
currentfile eexec
dup /Private 2 dict dup begin
/RD {string currentfile exch readstring pop} executeonly def
/ND {noaccess def} executeonly def
/NP {noaccess put} executeonly def
/MinFeature {16 16} def
/password 5839 def
/BlueValues [] def
2 index /CharStrings 2 dict dup begin
/I {
0 50 hsbw
0 0 rmoveto
50 0 rlineto
0 600 rlineto
−50 0 rlineto
0 −600 rlineto
closepath
endchar
}ND
/.notdef { 1 258 hsbw endchar }ND
end
end
readonly put
noaccess put
dup /FontName get exch definefont pop
mark currentfile closefile
cleartomark

Listing 3.1: Type1 font program
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This structure based on visitor patterns means that we can write an OpenType-
ProducerVisitor and merely plug it in instead of the Type1ProducerVisitor without
having to change any other parts of the code. This means that targetting a new font
format is fairly easy.

We have not spent a lot of time on making the compiler nice to use for the end
user. This means that if you compile input that doesn’t parse, it will crash with a
rather unintelligible message.

Implementation details

Even though the compiler is fairly simplistic, as there isn’t too great a dichotomy
between our format and the Type1 format, there are still a few items worthy of
notice, primarily rounding errors and how we compute the strict outline.

Intersection testing

A lot of our other algorithms hinge on the correctness of our intersection testing,
so it seems prudent to at least give an overview of our algorithms’ shortcomings.
As per the previous chapter, we have two graphics primitives: lines and cubic Bézier
curves, and this gives us three different primitive intersection forms: line-line, line-
curve, and curve-curve. While there are some issues for the line-line intersection
when the two lines are coincidental, it is fairly straightforward.

There are several approaches to do intersection testing with Bézier curves, but
by far the simplest is to use de Casteljau’s subdivision algorithm and intersection
test with each of the subdivided lines. We illustrate in figure 3.1 how a typical use
of the de Casteljau algorithm works to subdivide a curve into 2n−1 line segments.
When we are performing a line-curve or curve-curve intersection, we risk having
some inconsistency between the reported point of intersection and the actual point
of intersection, since the line segments do not coincide perfectly with the curve.
This leads to some problems of accuracy that we will go over as the last thing of
this chapter.

Winding order

PostScript Type1 uses the winding of the outlines to determine what parts of a
figure should be filled or left unfilled. Since we need to be able to automatically
change the winding order of inner paths and make sure outer paths are specified
counterclockwise, we will need some method to calculate the winding order.

If we look at polygons, we can compute their winding order by testing the sign
of their signed area. If the vertices are contiguous and numbered from 0 to n − 1
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(a) Original curve (b) Subdivision n = 1 (c) Subdivision n = 2

(d) Subdivision n = 3 (e) Subdivision n = 4 (f) Subdivision n = 5

Figure 3.1: Subdivision of cubic Bézier curve

then the area can be computed as

A=
1

2

n−1
∑

i=0

(xi yi+1− xi+1yi )

and (xn , yn) = (x0, y0), according to Bourke (1988). Since our segment paths contain
cubic Bézier curves, we cannot see them merely as polygons, but if we construct
the polygon from start- to end-point of each segment in the path, then we have a
polygon, and we can use the above formula to compute the signed ‘area’ of the path.

This leaves us with figuring out the orientation, O of the polygon once we have
its area:

O =







Clockwise A< 0
Counter-clockwise A> 0
↑ otherwise

This algorithm has worked for all the lettershapes we have tried to construct, but
there are some degenerate cases where it doesn’t work. For instance constructing
the path shown in figure 3.2, which is specified clockwise with only two end-points
placed at the end of the arrow-heads, yields no result as the area will be zero. We
could possibly solve this problem by including the convex hull of the control points
as well. Since we don’t expect to have to work with these degenerate cases, we
will just presume that the orientation is counter-clockwise in the cases it would
otherwise diverge. In a production system it would probably be a good idea to
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Figure 3.2: Degenerate lettershape

amend the algorithm as described above, because there is no telling what end-users
might try.

Contained points, segments and paths

Since our language doesn’t require the typeface designer to indicate which paths are
inside other paths, like Type1 does, we are left with the task of determining this.
In other words: given a set of paths, which paths are completely contained in some
of the others. To determine this we divide the problem into figuring out whether a
point is contained in a path, and whether a line or curve segment is contained in a
path.3

In convex polygons, you typically conclude whether a point is contained in
the polygon by testing whether the point lies to the same direction of each of the
edges. However, considering we don’t have a polygon and that we also risk it being
concave—in fact it will be concave for a lot of letters in the Latin alphabet—we will
have to find another approach.

The other common approach to deciding whether a point is contained in a
path, is to cast a line in an arbitrary direction from the point and count how many
times it intersects the path. If the path is intersected an uneven number of times
then the point is inside the path and an even number of times, it is outside. The
basic premise of this is shown in figure 3.3. There are, however, a number of special
cases, as there is with most graphics-related stuff, namely if a point lies on the edge
of the figure, it may have two intersections in one direction and one intersection
in another direction. We fix this by testing whether the first intersection in each
direction is the point we’re testing against.

3We keep in mind that all our paths are closed.
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Figure 3.3: Testing point inside

Normally it is only necessary to test the number of intersection points in one
direction, but due to the inaccuracies in our implementation (see the last part of
this chapter), we will test with two lines: one going left along the x-axis and one
going right along the x-axis, both from the point we’re testing. We only accept that
the point is contained in the path, if it has an uneven number of intersections in
each direction.

The next step is doing something equivalent for line segments and cubic Bézier
curves, we will use segment to denote either of these. If we try to test for inter-
sections between the segment and the path and there are no intersections then the
segment is either entirely inside the path or entirely outside the path. Thus, if
both the end-points are inside the path and there are no intersections between the
segment and the path, then the segment is fully contained in the path.4

Finally we can use the previous result to compute whether one path is com-
pletely contained in another path by testing whether each segment of the path is
contained in the other path. Now that we have completed all this work, we are
actually able to generate font code for O’s, and other letters with inner outlines,
correctly.

Merging paths

As we have constructed our language, each letter consist of one or more paths.
That is, we can construct the letter Q as an O with an added tail, like the non-strict
outline of figure 2.2(b) on page 11. This is, however, discouraged in Type1, and the
letter should be constructed using a strict outline instead, like figure 2.2(a) on the
same page (Adobe Systems Inc., 1993, figure 3f). Since we don’t want to require the
typeface designer to specify the strict outline on his own—as that would ruin the
entire benefit of creating our language—our compiler must be able to transform the

4Actually it’s enough to only test one of the points, but there is only a slight performance cost
in testing the other as well.
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non-strict outline to a strict outline, so let us look at our algorithm for doing just
this.

Due to the number of special cases for two paths intersecting, this algorithm
has, unexpectedly, been one of the most time-consuming parts of this report, but
in the end we had to impose a number of restrictions to make the merging tractable.
The basic premise of the algorithm is presented in figure 3.4. There are, however, a
few more steps that doesn’t visualise so easily. Given two paths, fix and p, we follow
these steps:

• Remove the part of p that is inside fix. Call the remaining paths w.

• For each connected path in w compute whether it intersects fix inside another
intersection pair, or outside all other intersection pairs. These are divided
into a list of paths called innerPaths and outerPaths correspondingly.

• For each path in innerPaths add the interval from fix that lies between its two
intersection points to it.

• Let working be a new copy of fix.

• For each path, pq, in outerPaths, remove the interval from working that lies
between the two intersection points of pq and working. Let working be the
contiguous path without that interval and with the segments of pq added to
it.

• Add the paths in innerPaths to working as well as the existing inner paths of
fix.

While this sounds fairly straightforward there’s a lot of corner cases and limi-
tations in order to make this work within reasonable time. Removing inside parts
of path p has the limitation that it can remove two kinds of segments: those fully
contained in fix, or segments that intersect fix in no more than two points. Any
other cases results in an exception. Thus, the merging of the paths in figure 3.5 will
not succeed.

Another limitation is that inner paths are never modified. Thus, if we take the
letter Ø, that is O with a slash across it, then trying to merge the O with the slash
yields the result in figure 3.6. This means that inner paths are never touched in
merging. We have omitted this, as the additive algorithm took so long to get right
that we didn’t want to risk the rest of the project to add a subtractive algorithm.

The last problems that have to do with the merging is concerned with inaccu-
racies, so we will cover these as part of the rounding errors in the next section.
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(a) Intersecting paths (b) Parts inside stem removed

(c) Resolving inner paths (d) Resolving outer paths

(e) Putting it all together

Figure 3.4: Paths merging algorithm



40 Chapter 3 Compiling typefaces

Figure 3.5: Paths merging with three intersection points

(a) Before merging (b) After merging

Figure 3.6: Merging of the letter O with a slash
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Rounding errors

As we noted when we discussed intersection testing, we have the problem that the
computed intersection point may be slightly beside the actual intersection point.
This means that when we merge paths and remove the insides of a path, then subse-
quently the remaining path may no longer intersect in precisely two points, which
you would otherwise expect, and suddenly parts ‘go missing’ from the merged fig-
ure. As a means for mitigating this imprecision we round all numbers to their
closest halve, that is the remainder of any number is either zero or five. This solves
the intersection-missing-when-merging problem in many cases, but unfortunately
introduces other problems when merging with a non-horizontal or non-vertical
line. Due to our handling of coincidental line segments, we face some problems
with discerning the exact points of intersection. This means, unfortunately, that
some points are counted twice and therefore a path that should be contained in
another path, is not.

Each of these problems result in the errors that can be seen in figure 3.7. The
fact that the inner path isn’t properly contained in figure 3.7(b) means that either
the result in a PostScript rasteriser turns out as the illustration, or it might be en-
tirely black, neither of which is what we would like. We have, unfortunately, not
had enough time to find ways to restructure the code to avoid these problems, but
we do not see any other hindrances to get more correct results. Replacing the use of
the machine floating point numbers with fixed point arithmetic might be beneficial
as well, but we haven’t had time to test this either.
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(a) Original Q (b) Inner path not contained and
missing merge for tail

(c) Original K (d) Missing intersection
point

Figure 3.7: Problems with merging algorithm



CHAPTER 4Implementing
typefaces

In this chapter we will use our language to create a typeface schema for a class of
serif typefaces, but for the sake of brevity, we will only describe the letters that con-
tribute to our understanding of the advantages and disadvantages of our language.
At the end of the chapter we will briefly describe the application we have developed
in order to get rapid feedback when designing the typeface, as well as present the
typeface in its entirety.

Designing a typeface
There are many different forms of serif typefaces, and capturing the essence of all of
them is nearly impossible, so we will constrain ourselves to creating a schema and
typeface for a subset of serif typefaces that fairly much coincides with the Transi-
tional typefaces originating in the 18th century.1 We have used Cheng (2005) as a
source of inspiration on how to construct letters, but we have freely ignored her
remarks when they unnecessarily complicated construction of the typeface in our
language.

We have selected some individual letters and some groups of letters that we find
representative of working with our language, and for each of these, we will describe
the overall structure required to specify the letter, the advantages or disadvantages
of specifying it in our language, as well as the potentially dirty hacks required to get
everything to work. We haven’t included a full copy of our typeface code in this
report, as it takes up over thirty pages, and it doesn’t give the reader any further
information about using our language than this chapter.

The letter O

The O consists of an outer and inner ellipse. In some typefaces the inner elipse is
rotated slightly counter-clockwise, which is known as the stress of the O, but we

1In reality the typeface itself is the schema. By inheriting from the typeface we can alter letters,
glyphs and parameters, and so the typeface doubles as a schema for a ‘group’ of typefaces.
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have chosen to keep it upright. Since we have no ellipse primitive, we construct an
approximated circle using Bézier curves. To get an ellipse from this circle, we can
merely apply the scaling operator with different scales in the x- and y-direction.

Approximating a circle with Bézier curves can be done by using four different
curves. The one in the first quadrant can be represented as

(1,0) .. (1,κ) and (κ, 1) .. (0,1)

where

κ= 4

p
2− 1

3
≈ 0.55

Since we only support integer values, we must make our ‘unit’ circle somewhat
larger to approximate this approximation. We do this by choosing the fraction
6/11≈ 0.55. Thus, our Bézier curve will become

(11,0) .. (11,6) and (6,11) .. (0,11)

and correspondingly for each of the other three quadrants.
Now that we have a circle, we can use it to create both the outer and inner part

of the O. The outer part is typically an unmodified circle, whereas the inner part is
an ellipse to create some contrast in the letter. The outer circle must be scaled so it
touches the overshoot line at the top and the undershoot line at the bottom. This
means its centre should be at half the caps height, so we must scale the outer part
with

caps_height−half_caps_height

11
but since we don’t have a division operator, we have to specify this scale manually.
This has the unfortunate side-effect that we will have to both adjust the caps height,
as well as the scale of the O, when we wish to change the global parameters of the
typeface.2

If we leave the O at this, then the inconsistencies in calculating the intersection
points we noted in the last chapter manifest themselves by not recognising that the
inner ellipse is actually contained in the outer circle. This means that when we try
to use the O in a text we will get the result in figure 4.1(a), which isn’t exactly what
we are looking for. If we however shift the inner ellipse by one in the y-direction
we avoid the problematic intersection location and instead get the expected result
in figure 4.1(b). The entire code for the O can be seen in listing 4.1. The parameters
should be fairly obvious, exception O_move, which is equivalent to half the caps
height.

2In retrospect it would probably have been easier and cleaner to allow non-integers as well, but
we will elaborate on this in the conclusion.
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(a) Filled O (b) Finished O

Figure 4.1: The letter O

letter O:
move

scale
circle;

by (O_outer_scale, O_outer_scale);
by (O_move, half_caps_height);

move
move

scale
circle;

by (O_scale_x, O_scale_y);
by (O_move, half_caps_height);

by (0,1);
end

Listing 4.1: The letter O

The letter I

The letter I is probably one of the simplest uppercase letters, but at the same time
it defines all the four different vertical serifs. Constructing this letter, as well as the
vertical stem with serifs part of other letters (such as B, D, E, F, H, J, K, L, M, N, P,
R, and T) is exceedingly simple in our language. The code can be seen in listing 4.2
and result of compiling it can be seen in figure 4.2.
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letter I:
Stem;
Stem_serif_left_top;
Stem_serif_left_bottom;
Stem_serif_right_top;
Stem_serif_right_bottom;

end

Listing 4.2: The letter I

Figure 4.2: The letter I

Diagonal stems and serifs

The letters with diagonal stems (such as A, M, N, V, W, X, Y, Z, v, w, x, y, and z)
have proven much harder to deal with than necessary, primarily because of issues
with rounding errors. This may manifest itself in several ways, some more both-
ersome than others. The benign result of rounding errors comes when overlaying
two diagonal stems results in a white area where they overlap, because they aren’t
merged. This has happened with our W, as can be seen in figure 4.3.

A more critical result of rounding errors occurs when two inconsistent num-
bers that are supposed to be ‘equal’ get rounded to two different numbers, which
we discovered that it did with an annoying frequency when attaching diagonal ser-
ifs to diagonal stems. When this happens, it results in the path no longer being
contiguous. Since Type1 relies on a contiguous description of segments this wrecks
havoc on the generated shape, as we can see in figure 4.4. Making sure that the ad-
dition of the diagonal serifs doesn’t cause this requires a lot of minute adjustments
that take a lot of time.

Finally, working with diagonal stems and their serifs isn’t very easy in our lan-
guage. Rather than redefining the diagonal stems for the uppercase letter X, we
merely scaled the diagonal stems from the V by minus two in the x-direction. This
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(a) Before merging (b) After merging

Figure 4.3: The letter W

Figure 4.4: Weird V

yields the result in figure 4.5. While the diagonal stems now fit in their width, they
are twice as dense as all the other stems in the typeface. Thus, we have no real
good way to work with diagonals in our language other than redefining them over
and over again for each of the different types of letters. Had we, instead, been able
to skew aspects of a vertical stem with serifs to be diagonal—and keep the vertical
property of the serif’s side—we would have had a much easier tool to work with.
However, this requires, as far as we can see, almost a full version of METAFONT,
complete with its constraint system, operators and functions. That is, there is no
easy way to embed this functionality in our language.

Counter widths

As Cheng (2005) notes, the counters (the open space between stems and arcs) on the
n, m, h and u differs slightly in that h’s counter is slightly wider than n’s counter,
m’s counter is slightly condensed compared to n’s counter and the u’s arc differs
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Figure 4.5: The letter X

slightly from the curves on the other letters. In order to support this we would
have to be able to supply the arc with different parameters depending on what
letter it is used in, or we would have to define an arc for each of the four letters,
which risks ruining the consistency. This means that we have kept the same counter
width for all the four letters—incidentally Hu and Hersch (2001) also does this, as
far as we can read from their article—to simplify the construction of the typeface
substantially. It is our opinion that while these subtle differences may really raise
the quality of a typeface, the perceptible differences in a normal 10 point size is
almost non-existent.

The difficult letters

While most letters contain fragments of other letters, there are a few letters that are
so unique that they have to be described almost entirely on their own, namely S, s,
g, and a.3 While S and s can be constructed by the same main stroke, there is often a
difference in their terminals, particularly in older typefaces, as illustrated by Cheng
(2005, p. 92–93). Our lack of easily being able to scale with non-integer values has
kept us from using the same main stroke between the two letters, which also has
resulted in a lack of consistency between the strokes, as can be seen in figure 4.6.
Truthfully, neither of the main strokes have turned out really well, and both the
upper-case and lower-case s seems like it’s about to fall over. We found it rather hard
to get the s just right without better visual aids than we have had.

The g can be constructed in part by a scaled o, but since we cannot scale by non-
integers, we scale our ‘unit’ circle with new scales, just like the o is constructed. The
remainder of the letter does, however, require custom components, both the ear,
the link and the loop. We have opted to combine the link and loop to a single com-

3We have already covered the O, which is constructed using an approximated circle, but it is still
very easy to construct, so we won’t consider it here.
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(a) The letter s (b) The letter S

Figure 4.6: The letters s and S

Figure 4.7: The letter g

Figure 4.8: The letter a

ponent to simplify the construction a bit, since the link isn’t used anywhere else,
anyway. The loop requires almost as many parameters as the s, which rightfully in-
dicates that the g’s loop is one of the areas where the designer has a lot of freedom
to embed characteristics into the typeface. The resulting g can be seen in figure 4.7.

The last difficult character, the a, is actually composed of a short stem and a
bottom-right serif, but the closed curve of the a also takes some effort to get ‘right’.
The result can be seen in figure 4.8.
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Common to all the ‘difficult’ letters, is that they are primarily difficult because
the curved strokes are really hard to get right by programming splines. A full
visual editor would have been a great advantage to get even more rapid feedback
than our visualisation application has given us. Apart from the g’s loop, we haven’t
really been able to create great-looking curves on any of these letters, at least in our
opinion.

Typeface visualisation
Having had support for near-instantaneous visualisation of our changes has meant
the difference between crawling in the dark and a brisk walk in full daylight. With
METAFONT you usually have to follow a longer procedure when you wish to see
the changes you’ve made to a typeface: compile the METAFONT program, convert
it to a TEX virtual font, compile a TEX document, open the document and navigate
to the page containing the letter you’re working on. This isn’t exactly a tenable
process when you’re working with something that is primarily a visual process.

Instead, in our application, we allow the user to change his typeface code, then
swap back to the main window, hit F5 and the view of the already-selected charac-
ters will be maintained and updated with the new code automatically. This means
that all the compilation is going on behind-the-scenes. This allows the typeface de-
signer to focus on how changes in parameters change the appearance of the selected
letters, rather than have to run a lot of commands and do manual navigation. The
main window can be seen in figure 4.9.

The finished typeface
The finished typeface can be seen in figure 4.10. Apart from the above-mentioned
problems with the language, it has been fairly straightforward to specify an entire
typeface using it. Parameterisation is, indeed, a really hard thing to get right, and
we have most likely introduced a lot of unnecessary parameters (we actually have
772 parameters for the typeface), so we probably wouldn’t go about it in entirely
the same way if we were to create a new parameterisation.
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Figure 4.9: Typeface visualisation application
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A B C D E F G
H I J K L M N
O P Q R S T U
V W X Y Z
a b c d e f g
h i j k l m n
o p q r s t u
v w x y z

1

Figure 4.10: Our serif typeface
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Looking back at having created a typeface with our language, Shamir and Rap-
poport’s statement ‘Computer-aided font design is still a very tedious and repetitive
task’ takes on whole new meanings, and it has led to a newfound respect for type-
face designers and their work.

We did, unfortunately, not find Hu and Hersch’s paper (Hu and Hersch, 2001)
until very late in the report process, so we haven’t been able to draw a lot on their
approach to typeface design, which seems very interesting, but perhaps not terribly
intuitive to typeface designers. Instead, we have been heavily influenced by META-
FONT, which should be fairly apparent by now.

We have purposefully made our language very simplistic in an effort to make it
easier for a typeface designer to use the language, but we discovered that the lack of
operators and functions such as exponents, sines, and logarithms made creating a
parameterised typeface magnitudes harder than it is in METAFONT. And even with
all our simplicity, specifying Bézier curves ‘in blind’ was not the most intuitive
process, even with our mathematical background.

The intent of this report was, however, not to make it easier to make a pa-
rameterisation of a typeface, but to be able to quickly assemble a typeface merely
by specifying some individual pieces of it. We have partially succeeded with this.
Partially, because we have made it very easy to specify vertical or horizontal com-
pounds and extensions to them—serifs to vertical stems, crossbars between vertical
stems, etc.—but it remains hard to do the same for diagonal serifs in our language.
Thus, given the time, it would probably make it easier to use our component ap-
proach if the language contained support for more easily specifying the diagonal
parts.

Pretty much all the literature we have on component-based typefaces has in-
vented their own typeface formats and the reason for this became apparent when
we tried to merge outlines to keep with the guidelines in the Type1 specification
(Adobe Systems Inc., 1993). Since we were unable to find anyone previously doing
this in the literature, it meant that we had to invent an algorithm to do it. This
drew some of our attention away from the specification language, but it is our be-
lief that we are very close to a completely working algorithm, but unfortunately
there wasn’t time to finish it. The reason we maintained our attention on it, de-
spite it detracting from other parts, was that most of our component-approach,
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and generation of Type1 font programs, was dependent on this method working.
All of this means that it is now easier to create an outline font, if you wish to

spend the effort in more or less programming it and specifying it in a parametric
form. The fact that we target a popular font format might sway more people who
aren’t strictly in the academia to use it, but the lack of visual editing and segment
specification will, most likely, still be a great deterrent to its actual, widespread use.

While our visualiser has been a great boon when developing the typeface, it is
still miles from the ease with which typeface designers can work with outlines in
FontLab or other professional typeface design applications. The only way to really
get designers to use the innovative concepts for typeface design that are developed
in the academia, would be by adopting Shamir and Rappoport’s approach of hiding
all the mathematical complexities behind a more intuitive graphical editor.

In closing, we will deem at least our behind-the-scenes algorithms a modest
success with good potential for further use in bringing component-based design
to outline fonts. Our language is adequate for specifying a typeface, but it could
be made easier, or serve as the backend for a graphical editor, which would make
the design-process a lot easier. The lack of support for a more complex parame-
terisation makes it harder to create consistent typefaces, but it is our opinion that
it is outweighed by the benefits of the components-based design process. Thus, a
more powerful language should make it even easier to create consistent typefaces
and with more work also consistent typeface families.

Future work

As with all the typeface-related articles we have looked at, there is also room for fu-
ture work with our approach. First and foremost, finishing the merging algorithm
and removing the intersection inconsistencies would make it a lot easier to work
with the language, without having to resolve to dirty hacks, like moving the inner
part of the O one unit up in order to avoid duplicate intersection points, etc.

Another aspect that lacks from our language is the subtractive algorithm so the
designer can ‘chisel out’ parts of letters, much like Hu and Hersch’s cut-lines. We
believe a slight modification of the merging algorithm would actually be enough to
subtract entire shapes, but we haven’t had time to verify this.

There are also other aspects to typeface design than merely specifying the shapes
of the letters. These aspects have been ignored completely in this paper, but both
hinting and kerning are things a full-fledged language should consider, as they are
prevalent in typographers’ needs when they use typefaces to set text.

Hinting is primarily used for low-resolution output so stems are reproduced
consistently when they are rasterised. With Type1 these hints are added manually
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by the typeface designer, but several people have worked with automating this,
both for Type1 and TrueType (Shamir, 2003; Hersch and Betrisey, 1991; Herz and
Hersch, 1994).

Kerning is used when setting text to specify how close letters are moved to
each other. There are typically two different ways to add kerning to typefaces: by
making the designer specify the relative positions of all or most letter pairs, or by
letting a program automatically determine the spacing by some form of ‘optical’
algorithm. Karow suggests that the kerning can be automated, which would also
substantially detract from the amount of work designers are required to do for each
typeface (Karow, 1998, p. 273ff).

In general there are many interesting approaches to typeface design, but it is our
opinion that it isn’t feasible to automate it all completely as there are many aspects
that rely on humans’ aesthetic sense, which is rather subjective. We should strive to
make typeface design software supportive of the designer, not assertive about what
he can or must do.
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Glossary

Apex: The top point of a character where two strokes converge. Can be found in
the letters A, M, N, and occasionally in W and w as well.

Arm: The horizontal stroke projecting from a stem in the letters E, F, L and T.

Ascender: The part of a character that extends above the x-height.

Ascender height: The height the ascenders extend to.

Baseline: The horizontal, imaginary line that indicates the ‘resting’ line of the
characters in the typeface. The baseline is typically at y = 0.

Beak: The serif extensions that are attached to arms and curved strokes on the
letters C, E, F, S, T, and Z. Some designers refer to all these extensions as
spurs or spur serifs.

Bowl: The strokes that create a partial or complete enclose of an interior space in
among other characters O, P, R, C, G, a, p, q. The bowl is usually rounded
or curved.

Cap height: The height of capital letters.

Counter: The partial or complete enclosed interior space of a character.

Crossbar: The horizontal line that connects the stems of the H and A.

Descender: The part of a character that extends below the baseline.

Descender height: The height the descenders extend to.

Diagonal: A stem that is angled instead of vertical. Characters with diagonal stems
include V, A, and W.

Ear: The stroke that extends from the upper part of the g character in some type-
faces.

em: Relative width

Eye: The enclosed space in the letter e.
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62 Glossary

Font: The computer code used to store a typeface.

Glyph: A component or the entirety of a letter. Typically used to describe separate
aspects of a letter, e.g. the accent ´ and the letter a are two glyphs, á is a glyph
and a letter, but it is also made out of two glyphs.

Hinting: Font program specifications that ensure that vertical and horizontal stems
are reproduced consistently in low-resolution output.

Hook: The thin attachment stroke that connects the main stem with the terminal
in the character f.

kerning: The width between two consequtive characters in em’s.

Leg: The stroke that makes the letter ‘stand’. Occurs in the characters R, K, etc.

Link: The connecting stroke of the upper and lower part of a two-story g.

Lobe: The bowls and counters of the character B.

Loop: The lower part of a two-story g.

Lower lobe: The bottom lobe of the character B.

Overshoot height: The amount that curved strokes extend above the x-height or
cap height.

Sans-serif typeface: A typeface without serifs

Serif: Finishing line or component that projects from stems and strokes.

Shoulder: The stroke part where a curved stroke extends into a straight stem.
Occurs in among other characters h, m, n and u.

Spine: The main stroke of the letters S and s.

Spur: The serif extension at the lower right of the G in some typefaces, as well as
the letters q, b, etc.

Stem: The (almost) vertical full stroke of a character. For instance in I, H, E, etc.

Stress: The angle that a curved stroke deviates from the vertical position. This is
most frequently seen in older serif typefaces.
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Sweep: The part of a bowl that connects the arc to a stem.

Tail: The stroke extending from the characters Q and y, among others.

Terminal: The termination of a main stroke in a character. Occurs in several type-
faces in the characters a and y, among others.

Throat: The vertical stroke in the character G.

Two-story: A character that is made of two distinctive parts, such as the characters
a and g in some typefaces. This is as opposed to the one-story characters a
and g in other typefaces.

Typeface: A complete collection of characters that have a distinct design and re-
peating characteristics.

Undershoot height: The amount that curved strokes extend below the baseline.

Upper lobe: The top lobe of the character B.

Vertex: The bottom of a character where two strokes converge. Can among others
be found in the letters V, and W.

Waist: The thin stroke between the two lobes on the character B.

x-height: The height of the lowercase x.





Abstract grammar

〈typeface〉 ::= typeface 〈identifier〉 [based on 〈identifier〉]:
params:
〈variablelist〉

end
〈letter-or-componentlist〉

end
〈letter-or-component-list〉 ::= 〈letter-or-component〉 [〈letter-or-component-list〉]
〈letter-or-component〉 ::= 〈letter〉

| 〈component〉
〈letter〉 ::= letter 〈identifier〉: 〈exprlist〉 end
〈component〉 ::= glyph 〈identifier〉: 〈exprlist〉 end
〈pathexpr〉 ::= 〈coord〉 −− 〈pathexpr〉

| 〈coord〉 −− 〈coord〉
| 〈coord〉 .. 〈coord〉 and 〈coord〉 .. 〈pathexpr〉
| 〈coord〉 .. 〈coord〉 and 〈coord〉 .. 〈coord〉

〈expr〉 ::= 〈identifier〉
| 〈pathexpr〉
| 〈coord〉 rectangle 〈coord〉
| scale 〈exprlist〉 by 〈coord〉
| rotate 〈exprlist〉 by 〈scalar〉
| rotate 〈exprlist〉 by 〈identifier〉
| rotate 〈exprlist〉 around 〈coord〉 by 〈scalar〉
| rotate 〈exprlist〉 around 〈coord〉 by 〈identifier〉
| move 〈exprlist〉 by 〈coord〉
| move 〈exprlist〉 to 〈coord〉
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66 Abstract grammar

〈coord〉 ::= ( 〈numexpr〉 , 〈numexpr〉 )
〈numexpr〉 ::= 〈scalar〉

| 〈identifier〉
〈variable〉 ::= 〈identifier〉 = 〈constant〉
〈constant〉 ::= 〈scalar〉

| 〈identifier〉
| 〈constant〉 + 〈constant〉
| 〈constant〉 − 〈constant〉
| 〈scalar〉 〈constant〉

〈exprlist〉 ::= 〈expr〉 ; [〈exprlist〉]
〈variablelist〉 ::= 〈variable〉 ; [〈variablelist〉]
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